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Statistics—How and When
Ask the Oracles!

Mogens Nørgaard:  Lies, 
damned lies, and statistics. Some 
things never change, including 
old jokes . . .

Anyway, I’ve always been 
mystified by statistics gathering 
in databases until Dave Ensor, 
the utterly bitter and twisted 
Scotsman with the razor-sharp 
mind, ended a presentation at 

the UKOUG conference in Birmingham some years ago with 
these words . . . and of course I remember them 100% cor-
rectly (smiling).

“Oh, and by the way, could you please stop gathering sta-
tistics constantly? I don’t know much about databases, but I 
do think I know the following: small tables tend to stay small, 
large tables tend to stay large, unique indexes have a tendency 
to stay unique, and non-unique indexes often stay non-
unique.”

With those words, he 
finished the presentation. 
On the way out of the room 
I asked Anjo Kolk what he 
thought about this, and he 
told me it was very true. 
People gather statistics 
way too often.

A couple of weeks later 
I got a call from a large cus-
tomer, who had discovered 
that they hadn’t gathered 
stats on their ERP system 
with more than 1,000 users 
for two years.

Normally, I would have 
laughed at them and told 
them to get it going. How-

ever, since I had heard the above from Dave Ensor, I asked in-
stead: “So how has the system been performing in that period?” 
and got the surprising answer that it had worked very, very 
well and that the users had been really happy.

I bet. Because if you can keep the stats constant there’s a 
very high chance that your SQL statements will execute in the 
same way every day, meaning that the vast majority of users 
will have the same experience w.r.t. response times day in and 

day out, which is what they want: predictability is king.
The goal of the CBO development team is to make it 100% 

dynamic, which interestingly enough is the way of the SQL 
Server optimizer too, whereas DB2 has this notion of having 
the execution plan stored physically in the data dictionary to 
ensure stability and predictability.

If you think about what 
Dave Ensor was really say-
ing, it makes a lot of sense 
not to surrender to the view 
that everything should be 
dynamic and Oracle knows 
best.

Since the above expe-
rience, I have advised many 
customers to stop analyz-
ing, thereby creating a more 
stable environment over-
night. 

However, there are, of course, good cases for re-gathering 
stats. They include situations where the amount or distribu-
tion of the data changes dramatically.

But instead of suggesting various “good numbers” for the 
percentage of rows changed in a table before re-gathering stats 
or percentage of tables/indexes to be analyzed, I’d like to suggest 
a different approach:

Monitor the changes in execution plans and/or performance 
for the individual SQL statements. If the execution plan for a 
given statement changes, you should examine whether it’s for the 
better or for the worse. On the other hand, if the execution plan 
stays the same but performance becomes worse, you should ex-
amine the real reason(s) for this, and perhaps as a consequence 
re-gather stats.

That way, you’d leave 
stuff alone that works very 
well, thank you, and you’d 
put your efforts into exactly 
the things that have be-
come worse. In the pro-
cess, you have also saved a 
lot of hardware resources 
and minimized the load 
on the system because of 
stats gathering.

“Small tables tend
to stay small, 

large tables tend 
to stay large, 

unique indexes
have a tendency
to stay unique, 
and nonunique

indexes often
stay nonunique.”

“I have advised
many customers to

stop analyzing,
thereby creating a

more stable 
environment
overnight.”

“Leave stuff alone
that works very

well and put your
efforts into exactly

the things that
have become

worse.”

ASK THE 
ORACLES
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Torben Holm of Miracle A/S has a free tool called MirPlan, 
which will do some of this for you. You can contact me (mno@
MiracleAS.dk) or him (thh@MiracleAS.dk) if you’re inter-
ested. s

Mogens Nørgaard is the CEO of Miracle A/S (www.miracleas.dk), 
a database knowledge center and consulting/training company 
based in Denmark, and is the co-founder and “father figure” of 
the Oak Table network. He is a renowned speaker at Oracle con-
ferences all over the world and organizes some highly respected 
events through Miracle A/S, including the annual Master Class 
and the Miracle Database Forum. He is also the co-founder of 
the Danish Oracle User Group (OUGKD), and was voted “Edu-
cator of the Year” in Oracle Magazine’s Editor’s Choice Awards, 
2003. Mogens can be reached at mno@miracleas.dk.

Jonathan Lewis: Imagine 
you own a supermarket: as time 
passes, the number of distinct 
suppliers you have doesn’t change 
much, the number of distinct pro-
ducts changes slowly and steadily, 
but the volume of sales changes 
constantly. What does this tell you 
about the statistics that Oracle 
needs to describe your data?

There are some statistics about your data that can be left 
unchanged for a long time, possibly forever; there are some 
statistics that need to be changed periodically; and there are 
some statistics that need to be changed constantly.  

You may even need to massage some statistics so that they 
describe part of the data rather than all of the data—and there 
is no way that any supplied Oracle package can create such 
statistics. For example, many businesses hold data for seven 
years, but the end-users are often only interested in what’s 
been happening in the last few weeks. The “average statistics” 
for seven years may give the optimizer a misleading image of 
the data the user wants to query. (Think of the odd sales pat-
terns that a supermarket has around Christmas and Thanks-
giving.)

For most people, the critical problem is to work out how 
to do the minimum amount of work to generate the best pos-
sible statistics, and it can take a lot of up-front effort to work 
out which statistics fall into which of the classes identified 
above. Fortunately it is possible to start simply and enhance 
your collection strategy over time.

My guidelines are simple: you may as well compute statis-
tics for small tables, but large tables usually need just a small 
sample size (can you check this on a backup); some indexes 
will need their clustering_factor adjusted; a few columns will 
need histograms; a few columns will need specially construct-
ed programs to manufacture “business aware” statistics; and 
partitioned tables will, in general, need programs to construct 
their statistics (possibly only at the table level after a “normal” 
call to the dbms_stats package has created some new parti-
tion-level statistics).

The biggest problem is that you need to understand the 
data. You may be able to take advantage of table monitoring 
to determine which tables are subject to significant change and 
v$col_usage to see how columns are used in predicates, but 
neither of these helps you understand which columns have 
data distributions that require special treatment and which 
indexes need correction. 

Ultimately I believe you need a table-driven mechanism—
and initially you could probably set up a simple system to emu-
late your current stats collection. For each non-partitioned table, 
you need to record the frequency of collection, sample size, collec-
tion method, and whether or not to include indexes—in other 
words, most of the parameters to the gather_table_stats() pro-
cedure. For tables where you don’t automatically gather index 
statistics, you need to include records for the relevant indexes with 
a similar list of parameter values. Finally, for any special columns, 
you need entries showing how to handle them—which may sim-
ply mean calls to create histograms. In all three cases, you may 
choose to reference a (homegrown) procedure that specifies a 
method for generating a completely artificial (though appropri-
ate) set of figures. For partitioned tables, my approach is to de-
sign a custom stats collection package for each table as soon as I 
define the table. 

Your stats collection routine can start as a loop to scan the 
table and obey the instructions it finds there—and you can start 
simply with a driving table that emulates your current dbms_
stats calls, enhancing the system as your knowledge grows.

There’s a lot more to say—but with only 600 words, no room 
to say it—but this is the core of the optimum strategy. s

Jonathan Lewis is well known to the Oracle community as a 
consultant, author, and speaker, with more than 18 years’ ex-
perience in designing, optimizing, and troubleshooting on Oracle 
database systems. His latest book is Cost-Based Oracle Funda-
mentals, which is the first of three volumes on understanding 
and using the cost-based optimizer.

“There are some statistics about your data that can be left unchanged for 
a long time, possibly forever; there are some statistics that need to be 

changed periodically; and there are some statistics that need to be changed 
constantly . . . You may even need to massage some statistics so that they 

describe part of the data rather than all of the data . . . The biggest 
problem is that you need to understand the data.”
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Christian Antognini: The 
package dbms_stats provides 
many features to manage object 
statistics. The question is how 
and when should we use them 
to achieve a successful configu-
ration? It’s difficult to answer 
this question. Probably no defini-
tive answer exists. In other words, 
there is no single method that can 

be implemented in all situations. Nevertheless, let me share 
my thoughts with you in this area. 

The general rule, and probably the most important one, is 
that the query optimizer needs object statistics that describe 
the data stored in the database. Therefore, when data changes, 
object statistics should change as well. As you may understand, 
I am an advocate of regularly gathering object statistics. Those 
who are opposed to this practice argue that if a database is run-
ning well, there is no need to re-gather object statistics. The 
problem with that approach is that more often than not, some 
of the object statistics are dependent on the actual data. For 
example one statistic that commonly changes is the low/high 
value of columns. True, there are not many of them that change 
in typical tables, but usually those that change are critical be-
cause they are used over and over again in the application. So 
in practice, I run into many more problems caused by object 
statistics that are not up-to-date than the opposite.

Obviously it makes no sense to gather object statistics on data 
that never changes. Only stale object statistics should be re-gath-
ered. Therefore it is essential to take advantage of the feature that 

logs the number of modi-
fications occurring to each 
table. In this way we re-
gather object statistics only 
for those tables experienc-
ing substantial modifica-
tions. By default a table is 
considered s ta le  when 
more than 10% of the rows 
change. This is a good de-
fault value. As of Oracle 
11g, this can be changed if 
necessary.

The frequency of  the 
gathering is also a matter 
of  opinion. I have seen 
everything from hourly to 
monthly or even less-fre-
quent gatherings as being 
successful. It really depends 
on your data. Nevertheless, when the staleness of the tables is 
used as a basis for re-gathering object statistics, intervals be-
tween two gatherings that are too long lead to too many stale 
objects and, therefore, the time required for the gathering 
could be too long. For this reason I like to frequently schedule 
the gatherings to spread out the load and to keep a single 
gathering as short as possible. If your system has daily or 
weekly low-utilization periods, scheduling gatherings during 
those periods is usually a good thing. If your system is a true 
24/7 system, it is usually better to use very frequent schedules 
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“It’s difficult to 
answer this 

question. 
Probably no 

definitive answer 
exists. In other 

words, there is no 
single method 

that can be 
implemented in 
all situations.”
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example, it is possible that sampling along with a new data 
distribution will lead to different histograms. If object statistics 
are not good, you know that the gathering itself—or possibly a 
parameter used for the gathering—is the problem. If object sta-
tistics are in fact good, there are two more possible causes. Either 
the query optimizer is not correctly configured or the query opti-
mizer is making a mistake. Over the latter we have little control. 
On the other hand, we should be able to find a solution for the 
former. In any case, you should avoid thinking too hastily that 
gathering object statistics is inherently problematic and, as a re-
sult, stop gathering them regularly. s

Since 1995, Christian Antognini has been focusing on under-
standing how the Oracle database engine works. He is currently 
working as a principal consultant and trainer at Trivadis AG 
(www.trivadis.com) in Zürich, Switzerland. If he is not helping 
one of his customers get the most out of Oracle, he is somewhere 
lecturing on optimization.

Wolfgang Breitling: When 
thinking about or deciding on a 
statistics-gathering strategy, we 
need to keep the eventual goal in 
mind. Gathering statistics is not 
an end in itself. The sole objective 
is to give the optimizer all the 
information it needs to generate 
good access paths for the queries 
it is confronted with. We also 

should keep in mind that the statistics are not the only 
input into the access path generation process. There are at 
least three major parts that play a role:

a. The optimizer itself, including its built-in assumptions 
and heuristics

b. The statistics
c. The SQL to be optimized

Frequently I hear developers bemoan the demise of the 
rule-based optimizer and the (plan) stability or predictability 
it afforded them. The claimed chaos created by the cost-based 
optimizer can be traced back to lack of understanding as well 
as a lack of stability of parts a and b above. The pace of devel-
opment of the CBO is frantic. Patchsets and even patches of-
ten bring with them a change in “behavior” of the CBO. Then 
what about the statistics? Oracle keeps hammering out the 
message that the optimizer needs fresh statistics in order to 
create optimal plans. “Stale” statistics are evil. So DBAs have 

(many times per day) to spread out the load as much as pos-
sible.  

If for some good reasons object statistics should not be 
gathered on some tables, as of Oracle 10g you should lock 
them. In this way the job that regularly gathers object statistics 
will simply skip them. This is much better than completely de-
activating the gathering job for the whole database. Unfor-
tunately, up to Oracle 9i there is no feature that can be used 
simply to achieve the same goal.

If you have jobs that load or modify lots of data, you 
shouldn’t wait for a scheduled gathering of object statistics. 
Simply make the gathering for the modified objects part of 
the job itself. In other words, if you know that something has 
substantially changed, trigger the gathering immediately. 

As of Oracle 
10g, you should 
take advantage 
as much as pos-
sible of the de-
fault gathering 
job. In order for 
this to meet your 
requirements, 
you should check 
—and if neces-
sary change— 
t h e  d e f a u l t 
configuration. 
Since a configu-
ration at object 
level is only pos-
sible as of Oracle 
11g, if you have 
particular re-
quirements for 
some tables, you 
should schedule 
a job that pro-
cesses them before the default job. In this way the default job 
will simply skip them. Locks might also be helpful to ensure 
that only a specific job is re-gathering object statistics on those 
critical tables. 

If a gathering leads to inefficient execution plans, there are 
two things to do. The first one is to fix the problem by restoring 
the object statistics that were successfully in use before the gath-
ering. The second one is to understand why inefficient execution 
plans are generated by the query optimizer with the new object 
statistics. For that purpose, at first you should check whether the 
newly gathered statistics correctly describe the data or not. For 

“Gather statistics as rarely as possible and as frequently as 
necessary . . . Statistics are not an end in themselves but are there so that 

the optimizer has information to create good plans. If it does not, 
you need to change the SQL, the statistics, or the optimizer.”

“As of Oracle 10g, you 
should take advantage 
as much as possible of 
the default gathering 

job. In order for this to 
meet your requirements, 
you should check—and 
if necessary change—

the default configuration 
. . . Locks might also be 

helpful [if you have 
particular requirements 

for some tables].”
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implemented sched-
uled statistics-gather-
ing jobs to run when 
there are resources to 
spare, on weekends, or 
even nightly. But do 
stale statistics really de-
serve the bad reputation 
they get? One could ar-
gue that stable statistics 
will foster some sem-
blance of plan stability. 
If the optimizer doesn’t 
change—between up-
grades or patches—the 
SQL does not change; 
and if the statistics do 
not change, there is no 
reason for the optimizer 
to generate a different 
plan. I allege that this 
is unequivocally true, 
provided all inputs re-
main the same. After 
all, the optimizer is not 
a game governed by 
chance but a deterministic algorithm.

The reason we may not be able to collect statistics once 
and leave them be, at least until the next upgrade to Oracle 
and the optimizer, is that even the third part (c) above, the 
SQL itself, is often not as static as it seems. Think of bind 
variables, or time-related queries (e.g., “give me the sales fig-
ures for the past month”). The translation of “past month” 
into dates changes as time progresses. Therefore, we will need 
to update some statistics occasionally. It is imperative to know 
which ones.

Beyond that, we ought to keep the other goal in mind 
when devising a statistics gathering strategy: “predictable 
performance”—closely tied to “plan stability,” which in turn 
is aided by stable statistics—unless the underlying data chang-
es so dramatically that what used to be a good plan no longer 
is. But that is rare; business does not change that dramatically, 
so why would the data that describes it? It is my firm belief 
that most scheduled statistics-gathering jobs do not cause 
much harm only because (most) changes in the statistics were 
insignificant as far as the optimizer is concerned—meaning 
that it was an exercise in futility.

Gather statistics as rarely as possible and as frequently 
as necessary. With its automatic statistics gathering, Oracle 
ties the frequency to the (perceived) rate of change. But some 
tables may be completely replaced without materially out-
dating the statistics that describe them, while for others the 
statistics can become outdated—as far as some crucial SQL is 
concerned—by the addition, deletion, or update of just a single 
row.

Gather statistics consistently. Do not gather statistics in the 
scheduled job with a full compute and for a one-off refresh with 
an estimate—or vice versa.

Gather only as many statistics as necessary. E.g., do not 

gather a histogram on every column in the database just in 
case.

Do not be afraid to modify the gathered statistics, or even 
create some yourself, if the gathered statistics lead the opti-
mizer to generate a bad plan. Remember, the statistics are not 
an end in themselves but are there so that the optimizer has in-
formation to create good plans. If it does not, you need to change 
the SQL, the statistics, or the optimizer.

Last but not least: if what you are doing now for statistics 
gathering does not cause you any grief, do not change it because 
of this article! s

Wolfgang Breitling was born in Stuttgart, Germany, and studied 
mathematics, physics, and computer sciences at the University 
of Stuttgart. Following several years as a systems programmer 
for IMS and later DB2 databases on IBM mainframes, he got on 
the project to implement Peoplesoft on Oracle. In 1996 he be-
came an independent consultant specializing in administering 
and tuning Peoplesoft on Oracle. The particular challenges in 
tuning Peoplesoft, often with no access to the SQL, motivated 
him to explore Oracle’s cost-based optimizer in an effort to gain 
a better understanding of how it works and use that knowledge 
in tuning. He has shared the findings from this research in papers 
and presentations at IOUG, UKOUG, local Oracle user groups, 
and other conferences and newsgroups dedicated to Oracle per-
formance topics. 
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“It is my firm 
belief that most 

scheduled statistics-
gathering jobs do 
not cause much 

harm only because 
(most) changes in 
the statistics were 

insignificant as far 
as the optimizer is 

concerned—
meaning that it 
was an exercise 

in futility.”




