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Great rats, small rats, lean rats, brawny rats,
Brown rats, black rats, grey rats, tawny rats,
Grave old plodders, gay young friskers,
Fathers, mothers, uncles, cousins,
Cocking tails and pricking whiskers,
Families by tens and dozens,
Brothers, sisters, husbands, wives—
Followed the Piper for their lives.

—“The Pied Piper of Hamelin”
by Robert Browning

Summary

R
ATTY processing is “record-at-a-time” processing
using “cursors” and procedural loops. It is very
intuitive but is several orders of magnitude slower

than if the data were processed using SQL’s powerful set
processing capabilities. In this two-part article, we test the
speed of the various approaches and discuss new features
of SQL that make light of the most challenging problems.

Recap of Part I

In Part I of this article, we discussed the difference be-
tween efficiency (the cost per unit) and scalability. The
advantage of a scalable procedure is that the cost per unit
goes down as we process larger and larger volumes. In Fig.
1, Procedure A is more efficient than Procedure B at small
volumes. However, the unit cost of Procedure A remains
constant even at higher volumes, while Procedure B quick-
ly becomes more efficient. In other words, Procedure B is
scalable but Procedure A is not.

We also argued that RATTY (record-at-a-time) process-
ing is less scalable than the equivalent single SQL state-
ment. Table 1 lists the results we obtained from our tests.

ELAPSED TIME PER THOUSAND RECORDS
Total Number Single RATTY Server- RATTY Client-

of Records SQL Side Stored Side PRO*C
Processed Statement Procedure Program

1000 0.124 0.414 1.457
2000 0.061 0.174 1.234
3000 0.038 0.148 1.198
4000 0.034 0.130 1.171
5000 0.026 0.121 1.170
10000 0.015 0.106 1.169
20000 0.010 0.102 1.150
30000 0.007 0.108 1.151
40000 0.006 0.094 1.150

Table 1: Test Results.

We left it as an exercise for the reader to explain why a
single SQL statement was so much more scalable than the
RATTY methods, but the reasons include both the reduced
SQL*Net messaging costs as well as the reduced parsing
costs. Note that even RATTY methods stand to gain from
block caching effects, which explains why even RATTY
methods experience some cost reduction as volumes
increase.

We closed Part I with the following SQL challenge. The
solution is provided at the end of this part.

First create the following tables and populate them with
sample data:

CREATE TABLE sale (
book_id INTEGER NOT NULL,
sale_id INTEGER NOT NULL,
sale_price NUMBER NOT NULL,
CONSTRAINT pk_sale PRIMARY KEY (book_id, sale_id)

);

CREATE TABLE new_sale (
book_id INTEGER NOT NULL,
sale_price NUMBER NOT NULL

);

INSERT INTO sale VALUES (1,1,20);
INSERT INTO sale VALUES (1,2,19);
INSERT INTO sale VALUES (2,1,10);
INSERT INTO sale VALUES (2,2,9);
INSERT INTO sale VALUES (2,3,8);
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Fig. 1: Scalable Procedures.

RATTY SQL
– Part II –
By Iggy Fernandez

If you need a copy of Part I of this
article, please send a request to
iggy_fernandez@hotmail.com.
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INSERT INTO new_sale VALUES (1,18);
INSERT INTO new_sale VALUES (1,17);
INSERT INTO new_sale VALUES (1,16);
INSERT INTO new_sale VALUES (2,7);
INSERT INTO new_sale VALUES (2,6);
INSERT INTO new_sale VALUES (3,5);

The challenge is to insert the data from the new_sale
table into the sale table using a single SQL statement. Note
that the primary key for the sale table is (book_id, sale_id)
where sale_id is a sequence number starting with 1, and in-
cremented by 1 for each new record with the same book_id.

Here is a listing of the contents of the sale table after the
new data has been inserted, with the newly added rows
highlighted in red:

BOOK_ID SALE_ID SALE_PRICE
--------- --------- -----------

1 1 20
1 2 19
1 3 18
1 4 17
1 5 16
2 1 10
2 2 9
2 3 8
2 4 7
2 5 6
3 1 5

Mail Bag

Kailash Awati from the “land down under” submitted
two solutions to the SQL challenge in Part I, one of which
we feature at the end of this part:

I’m an Oracle developer/DBA from Sydney, Australia. I
came across your enjoyable article (Ratty SQL - Part I, in
the NoCOUG Journal) while surfing the Net (I’ll definitely
be using this term (Ratty) when describing the perils of
record at a time processing to some of my colleagues)

Ravi Kulkarni, from Phoenix, Arizona, cautions that sin-
gle SQL statements may not always outperform RATTY
programs because SQL expressions can quickly get convo-
luted and Oracle may not always do a good job of con-
structing a query execution plan:

I read your article in the NoCOUG journal with interest. It
is well written and probably applies to a lot of cases. How-
ever, I think it is a stretch to say that the Oracle optimizer
can optimize every possible SQL statement written using
convoluted but severely limited syntax, the same way as an
expert DBA with a procedural language. I would use SQL or
PL/SQL depending upon the complexity of the application.

Recent SQL enhancements

We now turn our attention to the claims that SQL is
“not powerful” enough to handle “the most complex prob-
lems.” We list some fairly recent SQL enhancements, which
can be used in the battle against RATTY SQL. There are
many such enhancements, but we only have space for a few.

The Merge statement

The “Merge” statement is a powerful antidote for a great
deal of RATTY processing. The problem that is addressed is

that of processing a transaction file. If a corresponding
record exists in a master file, then the master record needs
to be updated, and if a corresponding record does not exist
in the master file, then a new master record must be creat-
ed. Previously, it was necessary to write a RATTY program
to process the records in the transaction file. Nowadays,
this can be achieved with a single SQL statement.

The following example (from the Oracle 10g SQL Ref-
erence Manual) performs some final adjustments to em-
ployee bonuses. Only employees with salaries less than or
equal to $8000 should receive bonuses. Those who have not
made sales get a bonus of 1% of their salary. Those who have
made sales are granted an additional bonus amount of 1% of
their salary.

The statement below performs all three adjustments in a
single step:

MERGE INTO bonuses D

USING (
SELECT employee_id, salary, department_id
FROM employees
WHERE department_id = 80

) S

ON (D.employee_id = S.employee_id)

WHEN MATCHED THEN
UPDATE

SET D.bonus = D.bonus + S.salary * 0.01
DELETE WHERE (S.salary > 8000)

WHEN NOT MATCHED THEN
INSERT (D.employee_id, D.bonus)
VALUES (S.employee_id, S.salary * 0.01)
WHERE (S.salary <= 8000);

Case expressions

“Case” expressions give us the powerful ability to use IF-
THEN-ELSE logic in SQL statements. A case expression
may be used wherever a scalar value or scalar expression
may appear in an SQL statement. They are much more
powerful than “decode” expressions because they support
Boolean operators such as “greater than,” “less than,” and
“not Equal.” A case expression may even be nested within
another case expression.

The following example (from the Oracle 10g SQL
Reference Manual) finds the average salary of the employ-
ees, using $2000 as the lowest salary possible:

SELECT AVG(
CASE

WHEN e.salary > 2000
THEN e.salary
ELSE 2000

END
) “Average Salary”
from employees e;

SQL for Aggregation in Data Warehouses

Oracle provides the CUBE, ROLLUP and GROUPING
SETS extensions to the GROUP BY clause. They are more
efficient than the equivalent UNION ALL of differently
grouped rows. ROLLUP calculates aggregations at increas-
ing levels of aggregation, while CUBE calculates all possible
combinations of aggregations. The GROUPING SETS
extension allows flexible control over aggregations. For
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more information, refer to Chapter 20: “SQL for Aggrega-
tion in Data Warehouses” of the Oracle 10g Data Ware-
housing Guide.

SQL for Analysis and Reporting

“Analytic” functions are a wonderful extension of
“aggregate functions.” The key difference is that they can
return a different value for each row in a group of rows,
instead of just one value for the entire group of rows.
They can be used for “top-N” queries, “bottom-N”
queries, “middle-N” queries, running totals, moving aver-
ages, inter-row calculations, and other equally amazing
things. For more information, refer to Chapter 21: “SQL
for Analysis and Reporting” of the Oracle 10g Data
Warehousing Guide.

The following example (from the Oracle 10g SQL
Reference Manual) ranks employees based on their salary
and commission:

SELECT
department_id,
last_name,
salary,
commission_pct,
RANK() OVER (

PARTITION BY department_id
ORDER BY salary DESC, commission_pct

) “Rank”
FROM employees
WHERE department_id = 80;

Another example is provided at the end of this article,
where we present solutions to the SQL challenge.

SQL for Modeling

The MODEL clause mimics the capabilities of spread-
sheet programs by treating tabular data as if it were a multi-
dimensional array. Rules can be supplied to create addition-
al rows and columns of data. For more information, refer to
Chapter 22: “SQL for Modeling” of the Oracle 10g Data
Warehousing Guide.

The following example (from the Oracle 10g Data Ware-
housing Guide) answers the question:

There’s No
Substitute for
Experience

Our team represents some of the most knowledge-
able and experienced in the industry. We are
authors and speakers with long careers as Oracle

experts, averaging 12 years. Our specialty is providing
remote DBA services and onsite Oracle database
consulting.

We offer a free consultation to discuss:

➤ Increasing uptime and reliability 
➤ Minimizing downtime and data loss 
➤ Optimizing performance 
➤ Reducing cost of database operations

Call Us Today!
(415) 344-0500 • (888) 648-0500

www.dbspecialists.com
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Serializability: The Hobgoblin
of Little Minds?

In his presentation to NoCOUG last year, Tom Kyte charac-
terized differences in approaches to data consistency and
concurrency as the fundamental difference between

Oracle and the other database vendors such as Microsoft and
IBM. He said that it can be Oracle’s best feature or its worst
feature (if you don’t understand it). He also said that, if you
don’t understand it, you are probably doing some transac-
tions wrong in your system!

Interested already? Then run, don’t walk to Iggy’s presenta-
tion at our next conference. “Serializability,” or the notion that
concurrently executing transactions must not interfere with
each other to produce unexpected results, is such a tricky beast
that original research is still being published on the topic. Come
learn about the issues and stop doing transactions wrong! ▲
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“If sales for each product in each country grew (or
declined) at the same monthly rate from November 2000
to December 2000 as they did from October 2000 to
November 2000, what would the fourth quarter’s sales be
for the whole company and for each country?”:

SELECT
country,
SUM(sales)

FROM
(

SELECT
product,
country,
month,
sales

FROM
sales_view2

WHERE year = 2000
AND month IN (‘October’, ‘November’)
MODEL

PARTITION BY (product, country)
DIMENSION BY (month)
MEASURES (sale sales)
RULES
(

sales[‘December’] = (sales[‘November’]
/ sales[‘October’]) * sales[‘November’]

)
)

GROUP BY GROUPING SETS ((), (country));

Note the use of the GROUPING SETS clause to produce
multiple levels of aggregation.

Orthogonality

Some recent enhancements have improved the “orthog-
onality” of the SQL language. The term “orthogonal” comes
from two Greek words, “orthos,” meaning “perpendicular,”
and “gonia,” meaning “angle.” In Fig. 2, the unit vectors i

and j are perpendicular (orthogonal) to each other. Every
other vector in the plane of the picture can be constructed
by using the unit vectors as little building blocks—e.g., A =
i + j + j, B = i + i + j, and C = i + i - j.

In a somewhat analogous fashion, the SQL language has
certain “primitive operations,” e.g., “join.” The desirable
ideal is that any derived data set can be constructed from
the base tables using the primitive operations as the build-
ing blocks of a single SQL expression. As a counter exam-
ple, the “union” operation was not permitted in the defini-
tion of a “view” in the early implementations of the SQL
language, and this went against orthogonal principles.

We mention two advances made by Oracle in the area of
orthogonality.

The first innovation is “in-line views,” which are sub-
queries in the FROM clause of an SQL statement. Previously
it was necessary to store these sub-query definitions in the
database prior to using them in an SQL statement. To com-
plicate matters, ordinary users are not usually permitted to
store new definitions in the database.

The second innovation is “scalar sub-query expressions,”
which are sub-queries that return exactly one value. They
may be placed anywhere a scalar expression is permitted.

The following trivial example combines the use of in-
line views and scalar sub-query expressions:

SELECT (SELECT 1 FROM dual)
FROM (SELECT 1 FROM dual);

Better examples are provided at the end of this article
when we present solutions to the SQL challenge.

Extensibility

As if its vast array of scalar functions and aggregate
functions were not enough, Oracle offers the ability to cre-
ate user-defined scalar functions as well as user-defined
aggregate functions.

User-defined scalar functions can even incorporate SQL
queries and this is another example of orthogonality. The
following example searches the sale table for the highest
sale_id for any given book_id:

CREATE FUNCTION get_max_sale_id ( 
new_book_id IN INTEGER

)
RETURN INTEGER

IS
max_sale_id INTEGER;

BEGIN
SELECT NVL(MAX(sale_id),0)
INTO max_sale_id
FROM sale
WHERE book_id = new_book_id;

RETURN max_sale_id;
END;

The Oracle-supplied “packages” are a good example of
the use of user-defined functions. For example, dbms_ran-
dom is a library of functions that can be used to generate
random numbers.

Solution to the SQL challenge

We feature a solution submitted by Kailash Awati fromFig. 2: Orthogonal Vectors.
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Sydney, Australia. He cleverly combines a scalar sub-query
expression with an analytic function to generate the neces-
sary sale ID:

INSERT INTO sale (
book_id,
sale_id,
sale_price

)
SELECT
book_id,
(

SELECT NVL(MAX(sale_id),0)
FROM sale
WHERE book_id=new_sale.book_id

)
+
ROW_NUMBER() OVER (

PARTITION BY book_id
ORDER BY sale_price desc

),
sale_price

FROM new_sale;

As an exercise, try incorporating the get_max_sale_id function
into the above solution and explain why Oracle generates an
error message when the statement is submitted (even though
the statement is syntactically correct).

Here is a solution that uses in-line views:

INSERT INTO sale (
book_id,
sale_id,
sale_price

)
SELECT
book_id,
max_sale_id+new_sale_id,
sale_price

FROM
(

/* compute max_sale_id */
SELECT

new_sale.book_id,
NVL(MAX(sale.sale_id),0) AS max_sale_id

FROM new_sale LEFT OUTER JOIN sale
ON new_sale.book_id=sale.book_id
GROUP BY new_sale.book_id

)
NATURAL JOIN
(

/* compute new_sale_id */
SELECT

book_id,
ROW_NUMBER() OVER (

PARTITION BY book_id
ORDER BY sale_price desc

) AS new_sale_id,
sale_price

FROM new_sale
);

Baby, I’m amazed!

We end by quoting everybody’s favorite Oracle guru,
Tom Kyte. Here are some quotes from Tom’s website
http://asktom.oracle.com.

One of Tom’s readers suggested that SQL was not pow-
erful enough to handle the most complex problems:

The planning system I supported was very complex due to
the nature of the business (microelectronics manufactur-
ing). [. . .] This is a system that I cannot even imagine
being written in SQL. There was too much data manipu-
lation and too many calculations [. . .]

Here is how Tom replied:

give me a lot of procedural code, let me turn it into set
operations - and well, there is a song out there “baby I’m
amazed . . .”

You see, we have to agree to disagree on your point that
doing it in sql is crazy hard to do. If you don’t feel as com-
fortable in SQL as you do in C, sure — but.... if you do,
then it is just a language after all.

Another reader observed that long SQL expressions were
not very readable:

You keep suggesting that if you can do it in sql, do it
instead of using procedural (pl/sql) code; and I agree.
However, I am wondering whether the readability of code
decreases once the select stmt becomes too complex and we
start hitting a point of diminishing returns. For example,
do you think the following query in the procedure (perfor-
mance wise it is fine) should be rewritten in procedural
code (which would do it step by step and presumably
would be more readable)?

Tom made the following astute observation:

i would never rewrite working, fast sql as procedural code.
Tell me — how would a procedural implementation of
that be “more readable” or understandable. (maybe com-
ments on what it is doing would help — but that would be
as true for a procedural implementation wouldn’t it)

A third reader did not want to overload the database server:

I have some fairly heavy batch jobs in my programs and I
could, of course, do it the Tom way and put a lot of it in
the db. But then, on the other hand, Oracle is doing the
processing and calculations and will quicker reach the state
of high load.

And Tom suggested that the opposite was true:

you will actually find in most cases that the more process-
ing you do in SQL, the less CPU/resources on the server
you actually use. Believe it. Or not. The guys who take the
data OUT, massage it, put it back IN use more database
resources then the guys that just process it in place.

Conclusion

We hope that our readers have a newfound appreciation
for the dangers of RATTY processing and for the ability of
the SQL language to fight it. Comments on this article or
suggestions for future installments of the SQL Corner may
be sent to iggy_fernandez@hotmail.com. ▲
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