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Peekaboo!
by Iggy Fernandez

Jeepers Creepers, where’d ya get those peepers? 

Jeepers Creepers, where’d ya get those eyes?

Gosh all git up, how’d they get so lit up?

Gosh all git up, how’d they get that size?

—1930s song

SQL CORNER

Iggy Fernandez

“Bind variable 
peeking upsets 

the conventional 
wisdom that 

query execution 
plans are stable if 
the data statistics 

do not change.”

Case Study

A 
big website was repeatedly brought to its knees 
when the execution plan for a certain very common 
query would undergo a dramatic change and Oracle 
would begin using an unrestricted “Cartesian” 

algorithm to join intermediate results. The response time for 
the query would go from a few hundredths of a second to 
several minutes, and Average Active Sessions would go from 
the low single digits to several hundred.

Each time, the database administrators would bring the 
problem under control by rebuilding the statistics of the 
tables involved in the query. The situation would remain 
stable for about a week, at which point the problem would 
suddenly reoccur without any apparent triggering cause.

Investigation showed 
that data statistics were 
automatically regenerated 
every night. The first hy-
pothesis was that the data 
was changing after the 
statistics were regenerated. 
However it turned out that 
the data was static and that 
it was not necessary to 
regenerate the statistics 
nightly.

Some other explanation 
was necessar y and the 
problem was finally traced 

to the query optimizer’s use of the “bind variable peeking” 
technique.

Theory Refresher

Execution plans for SQL queries are not hardwired into 
the Oracle database—they are only generated when the query 
is first encountered.1 The query execution plan is then cached 
for as long as possible2 and reused when an identical query is 
submitted.

This is certainly efficient since it is computationally ex-
pensive to generate a query execution plan. However there is 
an important catch: queries that use bind variables and only 
differ in the values of the variables are considered identical in 
order to promote reuse. But a query execution plan that works 
well for particular values may not work well for other val-
ues—the problem becomes acute if an execution plan is gen-
erated from particularly unrepresentative values.

Prior to Oracle 9i, the cost-based optimizer did not con-
sider the values of the bind variables, but instead applied 
various rules of thumb to the data statistics to produce cardi-
nality estimates that were equally good (or equally bad) for all 
values of the bind variables. Beginning with Oracle 9i, the 
cost-based optimizer began considering the values of the bind 
variables when generating query execution plans. For example, 
consider a restriction such as “AGE > :1.”

Prior to Oracle 9i, the query optimizer might assume that 
5% of the data will satisfy the restriction and apply this rule 
of thumb to available statistical information, such as the 
number of rows in the table, to estimate the cardinality of the 
resulting data set. Beginning with Oracle 9i, Oracle will con-
sider the value of the bind variable and produce a more refined 
cardinality estimate if column histograms are available. This 
strategy is called “bind variable peeking.”

Bind variable peeking upsets the conventional wisdom that 
query execution plans are stable if the data statistics do not 
change. A database that is quietly humming along can sud-
denly go quite berserk if a query execution plan is generated 
from unrepresentative values of bind variables—a children’s 
nursery rhyme comes to mind:

There was a little girl who had a little curl

Right in the middle of her “forrid.” 

When she was good, she was very, very good,

But when she was bad she was horrid.

Smoking Gun

After much trial and error, the database administrators were 
able to reproduce the problem at will using a particular com-
bination of query variables that did not match any data in one 
of the tables. This meant that the entire chain of joins in the 
query produced no data at all and, therefore, the use of the 

1 This is true even when using “stored outlines” or “SQL profiles”—they 
are collections of hints, not actual execution plans.

2 Cached plans are managed using the “least recently used” algorithm and 
may be discarded to make room for others if not used frequently 
enough.
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Cartesian join algorithm past a certain point did not degrade 
query performance.

Here is the report produced by the “tkprof ” utility—like 
every query execution plan, it should be read top to bottom 
and right to left. The key step is highlighted in red and pro-
duces no data rows at all.

The report also shows that Oracle was smart enough to 
stop processing the query at that point, as evidenced by the 
number of consistent reads accumulated at the succeeding 
steps.

Oracle took a mere 3358 microseconds—less than a hun-
dredth of a second—to process the query the first time, but 
disaster struck when Oracle cached the plan and began using 
it indiscriminately.

 Rows Row Source Operation

 ------- ---------------------------------------------------

 0 SORT ORDER BY (cr=9 r=0 w=0 time=3358 us)

 0  HASH JOIN (cr=9 r=0 w=0 time=3326 us)

 0   MERGE JOIN CARTESIAN (cr=9 r=0 w=0 time=2671 us)

 0    HASH JOIN (cr=9 r=0 w=0 time=2669 us)

 0     HASH JOIN (cr=9 r=0 w=0 time=2130 us)

 4      TABLE ACCESS FULL PC (cr=3 r=0 w=0 time=161 us)

 0      TABLE ACCESS FULL A (cr=6 r=0 w=0 time=305 us)

 0     TABLE ACCESS FULL PA 

 0    BUFFER SORT 

 0     TABLE ACCESS FULL P 

 0   VIEW  

 0    SORT GROUP BY 

 0     HASH JOIN  

 0      HASH JOIN  

 0       TABLE ACCESS FULL PG 

 0        TABLE ACCESS FULL P 

 0       TABLE ACCESS FULL P 
 0      TABLE ACCESS FULL PA

Here is the report for the now-cached execution plan but a 
more representative set of values of the bind variables. Just 
four rows were retrieved from table “A,” but the Cartesian join 
operation produced a data set containing 1.65 million rows 
and the query needed 84.37 seconds of processing time.

 Rows Row Source Operation

 ------- ------------------------------------------------

 208 SORT ORDER BY (cr=326 r=18450 w=18450 time=84376785 us)

 208  HASH JOIN (cr=326 r=18450 w=18450 time=84375997 us)

 1659339   MERGE JOIN CARTESIAN (cr=158 r=0 w=0 time=1398500 us)

 1359    HASH JOIN (cr=146 r=0 w=0 time=28895 us)

 4     HASH JOIN (cr=9 r=0 w=0 time=1724 us)

 4      TABLE ACCESS FULL PC (cr=3 r=0 w=0 time=143 us)

 4      TABLE ACCESS FULL A (cr=6 r=0 w=0 time=286 us)

 1359     TABLE ACCESS FULL PA (cr=137 r=0 w=0 time=19562 us)

 1659339    BUFFER SORT (cr=12 r=0 w=0 time=895771 us)

 1221     TABLE ACCESS FULL P (cr=12 r=0 w=0 time=405 us)

 52   VIEW (cr=168 r=0 w=0 time=35754 us)

 52    SORT GROUP BY (cr=168 r=0 w=0 time=35729 us)

 2248     HASH JOIN (cr=168 r=0 w=0 time=33368 us)

 52      HASH JOIN (cr=31 r=0 w=0 time=6874 us)

 52       TABLE ACCESS FULL PG (cr=19 r=0 w=0 time=845 us)

 1        TABLE ACCESS FULL P (cr=12 r=0 w=0 time=354 us)

 1221       TABLE ACCESS FULL P (cr=12 r=0 w=0 time=342 us)

 27556      TABLE ACCESS FULL PA (cr=137 r=0 w=0 time=8419 us)

Regenerating the data statistics did not change them (be-
cause the data was static) but had the side effect of invalidating 
the current execution plan and forcing a new one to be gener-
ated.3 This time, Oracle did not use the Cartesian algorithm 

SQL Challenge

T
he last SQL challenge was to criticize the follow-
ing script on as many grounds as possible—the data 
table in question contained approximately 100 million 
rows and each statement updates approximately 

five million rows.

 UPDATE /*+ PARALLEL (promotion, 8) */ promotion p
 SET promotion_id = 2412
 WHERE promotion_id = 2182;
 UPDATE /*+ PARALLEL (promotion, 8) */ promotion p
 SET promotion_id = 2414
 WHERE promotion_id = 2184;
 UPDATE /*+ PARALLEL (promotion, 8) */ promotion p
 SET promotion_id = 2416
 WHERE promotion_id = 2188;

Chris Lawson wins an iPod Shuffle and a CD of Man 
of La Mancha for his detailed response.

“Although at first glance the SQL statements seem ac-
ceptable, this is not the case. There are serious problems that 
need to be addressed.

Syntax
➤ Parallel DML must be enabled using ‘ALTER SESSION 

ENABLE PARALLEL DML.’
➤ As written, the parallel hint will do nothing, since the 

table alias must be specified, not the table name. The 
hint should be /*+PARALLEL (p, 8)*/

Performance
➤ Parallel DML only provides limited speedup. That is, 

parallel DML does not scale nearly as well as parallel 
query. My tests show at best a 2.5x performance gain 
using parallel DML. 

➤ Running separate threads can be far faster, and should 
at least be considered. For instance, if there is an index 
on promotion_id, we could run 15 threads, each of which 
updates a subset of the rows. Multi-threading is a fre-
quent tactic in data manipulation in VLDB systems.

➤ If we stay with the parallelism/full-scan method, run-
ning three successive transactions (each of which per-
forms a full table scan) is inefficient. It would be far 
more efficient to handle all three cases in a single scan, 
like this:

   SET promotion_id = DECODE(promotion_id, 2182, 2412, 
2184, 2414, 2188, 2416)
 WHERE promotion_id IN (2182, 2184, 2188);

➤ I don’t see any disabling of foreign keys or indexes. When 
updating a huge number of rows, this should at least be 
considered.

➤ I likewise don’t see any disabling of triggers. This should 
also be considered.

Data Security
➤ Changes in production tables should generally be pre-

ceded by a backup of the table(s) in question. I can’t 
imagine updating millions of rows in a production data-
base without a solid backup.

➤ Should we make an error, we need a back-out plan. This 
means having a script ready beforehand that will return 
the table to the correct state.” s3 The default value of  the NO_INVALIDATE setting used by the 

GATHER_TABLE_STATS routine is FALSE.
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and performance returned to normal—only a few hundredths 
of a second were required each time.4

 Rows Row Source Operation

 ------- ---------------------------------------------------

 208 SORT ORDER BY (cr=326 r=0 w=0 time=56219 us)

 208  HASH JOIN (cr=326 r=0 w=0 time=55707 us)

 208   HASH JOIN (cr=314 r=0 w=0 time=53079 us)

 1359    HASH JOIN (cr=146 r=0 w=0 time=17952 us)

 4     HASH JOIN (cr=9 r=0 w=0 time=1808 us)

 4      TABLE ACCESS FULL PC(cr=3 r=0 w=0 time=127 us)

 4      TABLE ACCESS FULL A (cr=6 r=0 w=0 time=293 us)

 1359     TABLE ACCESS FULL PA (cr=137 r=0 w=0 time=13344 us)

 52    VIEW (cr=168 r=0 w=0 time=31360 us)

 52     SORT GROUP BY (cr=168 r=0 w=0 time=31334 us)

 2248      HASH JOIN (cr=168 r=0 w=0 time=29040 us)

 52       HASH JOIN (cr=31 r=0 w=0 time=4006 us)

 52        TABLE ACCESS FULL PG (cr=19 r=0 w=0 time=713 us)

 1         TABLE ACCESS FULL P (cr=12 r=0 w=0 time=305 us)

 1221        TABLE ACCESS FULL P (cr=12 r=0 w=0 time=353 us)

 27556       TABLE ACCESS FULL PA(cr=137 r=0 w=0 time=8269 us)

   1221    TABLE ACCESS FULL P (cr=12 r=0 w=0 time=456 us)

4 The complete absence of index lookups and nested loop joins was caused 
by the absence of indexes, primary keys, and foreign keys. Their absence 
is a terrible design mistake of course, but the tables were small enough 
that adding indexes did not improve query performance.

Workarounds

Here are some workarounds to use if you encounter the 
problem—you pays your money and you takes your pick.

➤ Freeze the execution plan using a “stored outline.” A 
stored outline is a comprehensive set of hints gener-
ated by Oracle and stored in the d a t a b a s e .  T h e s e 
hints will be automatically used by Oracle every 
time the query plan is regenerated and this ensures that 
the same query plan is generated each time.

➤ Embed your own hints in the query to force the use of 
preferred access paths. Common hints are ORDERED, 
LEADING, and INDEX.

➤ Don’t use bind variables in the problem query and force 
the query optimizer to perform query optimization if 
the query parameters change.

➤ Disable bind variable peeking globally by changing “_
optim_peek_user_binds” to FALSE. This will force the 
query optimizer to revert to Oracle 8i behavior. s

Iggy Fernandez is a database administrator for Verizon and can 
be reached at iggy_fernandez@hotmail.com.
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