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S Q L  C O R n E R

July 13, 2009 The Curious Case of the Cartesian Join

T
he curious thing was that the SQL query produced 
the correct results in spite of the Cartesian join! 
Of course performance was not optimal because 
a full table scan was required. Here’s how it all 

went down.
Here is a query on the Employees and Departments tables. 

There are individual restrictions on each table but there is no 
joining condition involving both tables.

SELECT
  e.department_id,
  e.first_name,
  e.last_name
FROM
  employees e,
  departments d
WHERE
  e.department_id = 60
  AND d.department_name = 'IT';

And here are the results. They are correct!

Here is the query plan. Notice the Cartesian join operation 
and the full scan of the Departments table.

The reason why the query produces the correct results is 
that the restriction on the department_name column of the 
Department table produces exactly one row.

Here is the corrected query; the correct join condition has 
been added.

SELECT
  e.department_id,
  e.first_name,

  e.last_name
FROM
  employees e,
  departments d
 WHERE e.department_id = 60
   AND d.department_name = 'IT'
   AND e.department_id = d.department_id;

The results did not change but the query plan is now more 
conventional; the Cartesian join operation is no longer pres-
ent.

You can try the above queries in the HR sample schema if 
it is installed in your database.

September 22, 2009 Which Query Is Better?

In general, there are lots of ways of expressing a particular 
query requirement in SQL with implications for query perfor-
mance. For example, which departments have employees with 
salaries greater than a certain cutoff? Here are two ways to ex-
press this query requirement in SQL. The first uses a conven-
tional correlated subquery, while the second uses ANSI join 
syntax. Which is better? From a theoretical perspective? From 
a practical perspective? In certain situations? Since I can only 
pick one, which one should I pick?

VARIABLE salary_cutoff NUMBER

-- Correlated subquery

SELECT d.department_name
FROM departments d
WHERE EXISTS (
  SELECT *
  FROM employees e
  WHERE salary > :salary_cutoff
  AND department_id = d.department_id
);

-- ANSI join syntax
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DEPARTMENT_ID	 FIRST_NAME	 LAST_NAME
60	 Alexander	 Hunold
60	 Bruce	 Ernst
60	 David	 Austin
60	 Valli	 Pataballa
60	 Diana	 Lorentz

Id	 Operation	 Name
0	 SELECT	 STATEMENT
1	 	 MERGE	JOIN	CARTESIAN
2	 	 	 TABLE	ACCESS	FULL	 DEPARTMENTS
3	 	 	 BUFFER	SORT
4	 	 	 	 TABLE	ACCESS	BY	INDEX	 EMPLOYEES
5	 	 	 	 	 INDEX	RANGE	SCAN	 EMP_DEPARTMENT_IX

Id	 Operation	 Name
0	 SELECT	STATEMENT
1	 	 NESTED	LOOPS
2	 	 	 TABLE	ACCESS	BY	INDEX	ROWID	 DEPARTMENTS
3	 	 	 	 INDEX	UNIQUE	SCAN	 DEPT_ID_PK
4	 	 	 TABLE	ACCESS	BY	INDEX	ROWID	 EMPLOYEES
5	 	 	 	 INDEX	RANGE	SCAN	 EMP_DEPARTMENT_IX
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SELECT d.department_name
FROM (
  SELECT DISTINCT department_id
  FROM employees
  WHERE salary > :salary_cutoff
) e
JOIN departments d ON e.department_id = d.department_id;

Inquiring minds want to know!
P.S. The above queries will work unmodified in the HR 

sample schema.

October 1, 2009 Throw Away That Execution Plan

I was asked to tune the following SQL query; it usually re-
trieved less than 100 rows but took several minutes of execu-
tion time. Table names and column names have been changed 
in the interests of confidentiality.

SELECT DISTINCT
  o.order_id,
  o.order_date
FROM
  orders o,
  order_items ol
WHERE
  LOWER(o.order_state) = : order_state AND
  ol.order_id = o.order_id AND
  ol.item_id IN (
    SELECT item_id
    FROM items
    WHERE item_state = : item_state
  )
ORDER BY o.order_date;

The first thing that most of us would want to do is to look 
at the execution plan generated by EXPLAIN PLAN or 
DBMS_XPLAN.DISPLAY. However, watch this fascinating 
YouTube video, Rewriting SQL Queries for Performance in 9 
Minutes (www.youtube.com/watch?v=ZVisY-fEoMw) by 
Stephane Faroult, in which he claims that he doesn’t find exe-
cution plans very useful in improving queries. Stephane’s 
point seems to be that if you write high-quality SQL queries 
and your tables are well indexed, you can be reasonably confi-
dent that your queries will perform well. The analogy he gives 
is the problem of translating from one language to another 
using computer software; instead of constantly wondering 
how the language translation engine works and why it is pro-
ducing poor-quality output, focus instead on writing well-
structured and unambiguous input for the engine.

The first thing that I noticed about the problem query was 
that the FROM clause included tables from which nothing was 
being selected in the SELECT clause. This is a classic perfor-
mance trap. For example, consider the query: Which depart-
ments have at least one employee? It can be answered in the 
following ways:

SELECT DISTINCT d.department_name
FROM departments d, employees e
WHERE e.department_id = d.department_id;

SELECT d.department_name
FROM departments d
WHERE EXISTS (

  SELECT *
  FROM employees e
  WHERE department_id = d.department_id

);

Even though these two queries mean exactly the same thing 
and produce the same results, Oracle does not process them in 
the same way. In the first case, Oracle compares every record 
in the Departments table with every record in the Employees 
table, thus collecting duplicate department names that have 
to be eliminated (SELECT DISTINCT). In the second case, 
Oracle performs an existence check (semi-join) for each re-
cord in the department table; no duplicates are produced.

The second thing that I noticed about the problem query 
was the use of the LOWER function: it would prevent Oracle 
from using an index on the order_state column. I questioned 
whether there was any need to use the LOWER function and 
whether there was a “function-based index” on the expression 
LOWER(order_state).

The third thing that I noticed was the use of the preposition 
“IN” to perform an existence check instead of “EXISTS.” We 
need to be very careful when using “IN,” “ANY,” “SOME,” and 
“ALL” in SQL queries. They behave in unintuitive ways in the 
presence of nulls (unknowns). For example, the value of the 
Boolean expression “1 IN (2, Null)” is not False as one might 
expect; it is considered to be unknown. Similarly the value of 
the expression “1 NOT IN (2, Null)” is not True as one might 
expect; it is also considered to be unknown. Finally—since an 
object either belongs or does not belong to a set—one might 
expect that the value of the expression “(1 IN (2, Null)) OR (1 
NOT IN (2, Null))” is True but that is not so; it is also consid-
ered to be unknown. None of this is very intuitive, to say the 
least. However, refer to the section titled Use of EXISTS versus 
IN for Subqueries (download.oracle.com/docs/cd/B19306_
01/server.102/b14211/sql_1016.htm#i36215) in the Oracle 
Database 10g Performance Tuning Guide (which suggests that, 
in certain circumstances, it is better to use IN rather than 
EXISTS). A similar note appears in the Oracle Database 9i 
guide but I could not find anything like it in the Oracle 
Database 11g guide; presumably the Oracle Database 11g 
query optimizer is smarter than previous versions.

It was time to rewrite the problem query. This is what I 
wrote:

SELECT
  order_id,
  order_date
FROM orders o
WHERE order_state = : order_state
AND EXISTS (
  SELECT *
  FROM order_items ol
  WHERE order_id = o.order_id
  AND EXISTS (
    SELECT *
    FROM items
    WHERE item_id = ol.item_id
    AND item_state = : item_state
  )
)
ORDER BY order_date;

(continued on page 17)
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In the manner of Stephane Faroult, I confidently declared 
that the rewritten query would be much faster than the origi-
nal version if the tables were well indexed. I was right; the re-
written query completed in a very small fraction of a second. 
Stephane was right too! s

Iggy Fernandez is an Oracle DBA with Database Specialists and 
has more than ten years of experience in Oracle database admin-
istration. He is the editor of the quarterly journal of the Northern 
California Oracle Users Group (NoCOUG) and the author of 
Beginning Oracle Database 11g Administration (Apress, 2009). 
He blogs at iggyfernandez.wordpress.com.
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